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v Long cycle failures – an introduction
– Experimental evidence
– An expensive but satisfying experiment to detect 

them directly
– Why are they important ?

v Two different attacks
– Sledgehammer testing, a case history
– Calibrating parallel inspection teams, another 

experiment
v Conclusions

Overview
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Faults that fail and faults that 
don’ t

All faults

Those faults
which fail
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Mean time to fail in Adams 
(1984)

Mean time to fail
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If you find this hard to believe consider the following 
1000-2000 year defects found in seismic data 
processing software as used in oil and gas 
exploration.

Problems with defect longevity
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Details of study:-
± 9 sets of software with same published mathematical 

specifications but developed independently in fiercely 
competitive environment

± Same data, (actually the same input tapes)
± Same disposable parameter values
± Same programming language
± Each package contained around 1,000,000 lines of code of 

which around 10% was ‘exercised’.
± Data is subjected to 14 processes in a pipeline, (the input of 

process N+1 Is the output of process N, 1 <= N <= 13).  Process 
1 reads the input tape.

Defect longevity in large systems
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How to collect seismic data

Borrow around 20 million
dollars and buy one of
these    �

If it doesn’ t work out you
can always run booze
cruises.
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Similarity v. coordinate: No 
feedback
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Defect example 1: feedback 
detail
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Similarity v. coordinate: 
Feedback to company 8
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Defect example 2: feedback 
detail
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Similarity v. coordinate: 
Feedback to company 3
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The end product: 9 subtly 
different views of the geology
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v Useful lessons
± The feedback stages took between 3-6 months 

each.  In each case a software defect was 
responsible for the recorded differences

± Defects can have exceptionally long lives and 
can cost a fortune.  How do you test for these ?

v How to cover up the evidence:-
± Company 1 simply bought all the other 

companies and threw their software away.  
(This is called the ‘market forces software 
engineering model’.)

The outcome …
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Why are long-cycle failures 
important ?

Imagine two scenarios of 7x24x365 use:-
± Air-traffic control system, 20 copies

u After 25 years, 80% of the faults which could fail have not 
yet had time to fail according to Adam’s data - only 500 
execution years are accumulated

± Embedded control system, 1,000,000 copies
u 5000 execution year failures occur after two days.
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v Long cycle failures – an introduction
± Experimental evidence
± An expensive but satisfying experiment to detect 

them directly
± Why are they important ?

v Two different attacks
± Sledgehammer testing and automation, a case 

history when requirements are well-defined
± Using parallel inspection teams to predict total 

defects, another experiment
v Conclusions

Overview
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v Safer C toolset
u Uses direct and indirect techniques to find defects in systems 

written in C.
u Released 3 years ago, several hundred users on both Windows 

and Linux machines, (mostly Windows).
u 14 update releases in 3 years
u Server written in C (127,000 lines of code)
u GUI client written in Tcl/Tk (26,000 lines of code), (a C like scripting 

language pioneered by John Ousterhout and collaborators).
u Requirements document is ISO standard plus some internally 

specified requirements.

Sledgehammer testing 
–a case history
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v Principle test techniques used
± Server

u Regression testing against 275,000 test cases built up over 5 years.  
Done twice a day on Windows, Linux and Solaris using portable test 
harness.

u Code inspection of changes but not whole system.
u Static testing using tools.

± GUI client
u Code inspection of changes but not whole system.

Sledgehammer case 
history
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Asymptotic defect densities of 
client and server

Asymptotic defect densities in Safer C
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Who found the defects ?
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Defect percentage which could have 
been found automatically using tools

Defect percentage which could have found statically
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This category is zero because the toolset was used to check itself against
a large number of well-known fault modes in C.
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Will more inspections help ?

Percentage of defects which should have been 
found by inspection
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v Note the following:-
± Regression testing was extremely effective.  The defect density in 

the server is 4 times smaller than the client even though the 
requirements are much more difficult and numerous.  No defect has 
ever re-occurred.  Long-cycle failures appear very low.

± Static testing using tools.  The GUI data suggests that around 40% 
of all its residual defects could have been found using static tools.

± Code inspection would improve the GUI client significantly but its 
probably not worth it at this level of failure.

± Further code inspection would have little effect on the server and its 
certainly not worth it.

± Developers are much better at seeing interface defects than users.  
I don’t know why.

Sledgehammer case 
history - summary
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v Predicting the total number of defects 
(normally on unit testing)
This uses independent test groups on the same 

systems
Let P1 be the probability that group T1 finds x defects
Let P2 be the probability that group T2 finds y defects
Suppose there are n defects altogether, (unknown) and q 

defects are found by both groups.
Assume (this may be a big assumption) that P1 and P2 are 

independent
Then P1P2 = P1 ^ P2, so (q/y) is an estimator for (x/n)
Then n = q / (P1P2).

The effectiveness of Ti is defined to be Pi

Using parallel inspection 
teams to quantify total defects
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Calibrating parallel inspection 
teams (12x2)

Test of predictive ability of parallel inspection 
teams

0

10

20

30

40

50

60

1 2 3 4 5 6 7 8 9 10 11 12

Team number

P
re

di
ct

ed
 n

um
be

r 
of

 
de

fe
ct

s

Inspector 1

Inspector 2

Common

n

Real value

Team 12
is two different
compilers

Average predicted
defects = 27

Actual defects
= 26



v. 1.1, 30/Mar/2003, (slide 1 - 26). © L.Hatton, 2003-

v Case history conclusions
± If you have enough inspection teams, it is possible to 

predict the total number of defects (irrespective of how 
long they take to fail) quite accurately.

± This information could be used to target further 
inspections to discover them.

Inspection case history - 
summary
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v Long cycle failures – an introduction
± Experimental evidence
± An expensive but satisfying experiment to detect 

them directly
± Why are they important ?

v Two different attacks
± Sledgehammer testing and automation, a case 

history when requirements are well-defined
± Using parallel inspection teams to predict total 

defects, another experiment
v Conclusions

Overview
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v Conclusions
± In an environment where automation can be used 

easily, (good requirements, compatible environment 
and design), regression testing was very effective on 
long-cycle defects

± In other environments, diverse inspection teams can be 
used to quantify the total number of defects whatever 
their life-cycle and target further inspections to discover 
them.

General conclusions


